Verified Scientific Machine Learning in Lean
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Formal mathematics

Formalizing Fermat's Last Theorem = Mathlib: a library of formal mathematics.

Sep 4,2026

_ - = Tau Ceti: Al formalization guided by human-

written roadmaps.

Anthropic - Fermat’s Last Theorem

Learning more about Claude's

mathematical capabilities = Lean Pool: an archive of independent

Aug 10,2026 forma].izations.
Cotha ML o CENTNEITEREE
Anthropic - Zeros of the zeta function = MAP: Jared Duker Lichtman’s proposal for a
Finite time blowup for Navier-Stokes and formal database of mathematics.

Euler equations

This repository contains Lean 4 formalizations of the results presented in “Finite time
blowup for Navier-Stokes” and “Finite time blowup for the Euler equation” by OpenAl.

OpenAl - Forced Navier—Stokes; unforced Euler
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Beyond pure mathematics

= (CSLib: computer science.
= Aeneas: program verification (Rust).

= Physlib: physics.

= Chemistry: adsorption and gas laws.

Econlib
= Econlib: economic and political theory.

Econlib formalizes economic and political theory in Lean 4 — preferences, probability, optimization, game theory,

mechanism design, social choice, general equilibrium, and the supperting mathematics — with an API designed to help

» Statlib: mathematical statistics.

ABOUT ECONLIB

The paper GitHub source

And many more I can’t cover here.

The full library source and issue tracker.

An introduction to Econlib's design principles, scope, key
results, and future plans.
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Beyond pure mathematics

]
]
]
u

Econlib

A Lean 4 library for economic and political theory. |

Econlib formalizes economic and political theory in Lean 4 — preferences, probability, optimization, game theory,

mechanism design, social choice, general equilibrium, and the supperting mathematics — with an API designed to help

you formalize your research. ™

ABOUT ECONLIB

The paper GitHub source

The full library source and issue tracker.

An introduction to Econlib's design principles, scope, key
results, and future plans.

Applied mathematics also needs

CSLib: computer science.

Aeneas: program verification (Rust).
Physlib: physics.

Chemistry: adsorption and gas laws.
Econlib: economic and political theory.
Statlib: mathematical statistics.

And many more I can’t cover here.

numerical libraries and machine learning in Lean.
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What is Lean?

-- An executable definition

def relu (x : Int) : Int := max O x = An interactive theorem prover
Proofs checked by Lean’s kernel.

ffeval relu (-3) -- 0

-- A theorem about relu = A functional programming

theorem relu_nonneg (x : Int) : language

0 = relu x := by Programs compiled to native code.
simp [relu]

Programs and theorems refer to the same definitions.
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Plan

1. TorchLean Models, training, and verification

2.  FloatLib Floating-point arithmetic and error bounds

3. Future work Connecting to formal PDE analysis
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Al for science at Tensor Lab

Nuclear fusion Plasma forecasting ~ Weather forecasting FourCastNet

Medical devices Design optimization ~Molecular design Quantum chemistry


https://arxiv.org/abs/2311.05967
https://tensorlab.cms.caltech.edu/users/anima/
https://www.caltech.edu/about/news/aided-by-ai-new-catheter-design-prevents-bacterial-infections
https://tensorlab.cms.caltech.edu/users/anima/

Al for science at Tensor Lab

Nuclear fusion Plasma forecasting ~ Weather forecasting FourCastNet

Medical devices Design optimization ~Molecular design Quantum chemistry

These applications need foundations for verified ML and numerics.
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https://arxiv.org/abs/2311.05967
https://tensorlab.cms.caltech.edu/users/anima/
https://www.caltech.edu/about/news/aided-by-ai-new-catheter-design-prevents-bacterial-infections
https://tensorlab.cms.caltech.edu/users/anima/

&‘ TorchLean: Formalizing Neural Networks in Lean

TorchLean

TORCHLEAN: FORMALIZING NEURAL NETWORKS IN LEAN

2026

A Lean library for neural networks.

= Shape-indexed tensors with a PyTorch-like API.

2.22631v2 [cs.MS]| 24 May

= Autograd and training on CPU/CUDA.

arX1v:260).

= Compiler and derivative theorems; numerical error bounds.

George et al. - arXiv:2602.22631

github.com /lean-dojo/TorchLean
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https://github.com/lean-dojo/TorchLean

Why TorchLean?

Backend

model graph / runtime kernels

Python ]

ONNX ]
_>

Compiler ]

Result ]

export lower dispatch execute
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Why TorchLean?

Python ONNX Compiler Backend
: Result
model graph / runtime kernels
export lower dispatch execute
Verification must account for export, compilation, and execution.
Running example
8 A two-layer network.
M
Li Li
—O inear | | o oo | inear
O 2 8§ 8 — 1

0000

2 inputs 8 ReLU units 1 output
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PyTorch and TorchLean

PyTorch TorchLean
model = nn.Sequential( def model :=
nn.Linear(2, 8), nn.Sequential![
nn.RelLU(), nn.linear 2 8,
nn.Linear(8, 1), nn.relu,

Tensor

nn.linear 8 1

shapes are part of the Lean model type.
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Tensor representation

Tensor «|dy, ..., d]

structure Rep (a : Type u) (s

buffer : storage.Buffer

size_eq : storage.size buffer

Coordinate view

1 2 |3
41516

(Fin2 x Fin3) — «

: Shape)
[storage : Storage a] where

Shape.size s

row-major

One contiguous, row-major

buffer.
Length certified by the shape.

The proof is erased at runtime.

Contiguous buffer

<

same values

length =2 x 3
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Tensors and Mathlib

Matrix algebra
Tensor R [m,n] ~ Matrix (Finm) (Finn) R

Proved correspondence for transpose, multiplication, and trace.

Analysis
Tensor Rs ~r FEuclideanSpace R (Coord s)

Norms, inner products, and Fréchet derivatives on real tensors.

Mathlib’s triangle inequality applies directly:

vz,y : Tensor Rs,  [lz 4yl < 2] + [yl
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Shape checking

def broken :=
nn.Sequential![
nn.linear 2 8,
nn.relu,
nn.linear 7 1
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Shape checking

The connection cannot be typed.

def broken :=

nn.Sequential![ Linear 2 — 8 - ReLU
nn.linear 2 8, :

nn.relu,

nn.linear 7 1
8 output features

] |

X 8=#7
I

Matching dimensions

nn.linear 8 1 7 input features required

Lean rejects the composition before execution.
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Training

Configuration
let trainer := Trainer.new model
§ objective := .meanSquaredError Choose the loss, optimizer, device, and
optimizer := arithmetic.
optim.sgd { learningRate := 0.05 %
execution := .typedGraph
device := .cpu Models
arithmetic := .ieee }

) . _ MLPs, Transformers, and neural
let trained « trainer.train data

§ steps := 200, samplesPerStep := 16 ? operators.
trained.printSummary

Theorems

Approximation, robustness, and learning
stability.
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Backends and interoperability

EXECUTION

Lean model

layers + parameters

INTEROPERABILITY

yTorch / ONN
models + weights

|

_ CPU prov.ider
host execution
Typed graph
operations + shapes ) .
-, CUDA provider
cuBLAS - cuFFT

device + provider selection

—

JSON artifact
graph + tensors

Validated Lean IR
graph + parameters

check shapes 4+ supported operators

export readable PyTorch
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Autograd correctness

Typed graph IR
f: X—=>Y

i lowering

Exact-real tape

Saved values and reverse rules

For the graph’s real forward map f : X — Y, assume

correct local derivative rules.

Adjoint Fréchet derivative
Vee X,Vyev,
backwardg(x,g) = Df(x)*y.

!

Reverse pass

Seed with output cotangent y

Global: derivative hypotheses at every input.

Pointwise: hypotheses at the values reached by this
input.
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ML theory

Approximation Universal approximation theorem for neural networks.

Optimization Gradient descent converges for smooth, strongly convex
objectives.

Learning theory Replace-one stability for bounded scalar ridge regression.

Reinforcement Bellman contraction, fixed-point uniqueness, and value-iteration

learning error bounds.

Further results on Hopfield dynamics, diffusion, and quantization.
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Certified robustness

]

original image

] ]
[]

]

[]

any allowed perturbation

Every pixel may change within the radius.

IBP -

interval bounds

Fix image £ € R%, label y, and radius € > 0.

Vo e RY, [|§]loe <& —

arg max fr(x + 6) = y.
k

Sound logit bounds — positive margin

£, > maxy, f

CROWN / a, -CROWN - affine bounds Lean - certificate replay
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Scientific ML

Models and training in TorchLean.

Physics-informed neural networks Fourier neural operators
(z,t) — ug(x,t) Gy :ug— u(-,T)
PR ENO
.o.o.-.o.o.. /\/ o spectral block > /\/

= Tanh neural field. = MSE loss and Adam.
= Sampled PDE residual and = Portable DFT or CUDA /cuFFT models.

initial /boundary losses.
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Scientific ML

Models and training in TorchLean.

Physics-informed neural networks

(z,t) — ug(x,t)

= Tanh neural field.
= Sampled PDE residual and

initial /boundary losses.

Fourier neural operators

gO:UO'Hﬂ('aT)

/\/ - i - /\/
spectral block

= MSE loss and Adam.

= Portable DFT or CUDA /cuFFT models.

For PINN certification: bound the residual between samples.
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GPT-2-scale training

12 blocks - 12 attention heads - width 768 - context 1,024

—— TorchLean =--- PyTorch
n 3.0-
0
2
[ ] [ ] bo
124.4 million =
52.5-
parameters ‘E
=

2.319 billion

training tokens - one A100

\)
(@)

10 20 30 40 50
Matched update

50 matched updates: same checkpoint, batches, optimizer.
Median throughput: PyTorch 3.43x TorchLean.
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Fixes across libraries

tinygrad

prod gradients at zero #17404 Product derivatives at zero.
chenyuxyz merged 1 commitinto tinygrad:master from Robertboy18:fix/prod-gradient-zero (O on Au °

- S Hugging Face PEFT

lonversation 6 -o- Commits 1 [ Checks 51 [ Fileschanged 2

Atomic safe merges for LoRA and TA3.

Robertbhoy18 commented on Aug 5 * edited - Centributor

.
Iwas curious about using Lean/TorchLean to formalize a few tinygrad ops, and this popped out as a small mismatch A ‘;‘/ S Neuron nklP y

prod backward.

Right now prod backward uses ret / x, which works for nonzero inputs but gives nan at the zero coordinate: Sl' : : :
icing and indexing.
x = Tensor([0., 2., 3.])

x.prod().gradient (x)[8]
# current: [nan, 8, 8] P h
: s, 0, 0] Yy Torc

# expected:

™

This patch counts zeros across the reduced axes. With no zeros, it keeps the existing ret / x path. With one zero, ¢ Attentlon and 1OSS functlons .

that input receives the product of the nonzero entries. With multiple zeros, the gradient s zero.

1 added focused regression coverage for scalar prod with one and multiple zeros. N Q S Q pvslib (PVS)

1 used some Al assistance while preparing/checking this patch. I also have a small Lean/TorchLean formalization of t
finite-product derivative case if that would be useful.

Floating-point wrappers and error bounds.

tinygrad #17404 - product gradients at zero Thinking Machines Lab

Floating-point bug.

+ more libraries 2 / 30



Models

= MLPs, CNNs, ResNets, vision = Linear, logistic, ridge regression; SVMs.
Transformers. = Trees, forests, boosting, naive Bayes,

= RNNs, LSTMs, GPT-2, Mamba. k-NN.

= Diffusion, autoencoders, VAEs, GANS, = PCA, GMMs, HMMs, Hopfield
FNOs, KANs. networks.

= DQN and PPO. = GNNs, 5S4, Seq2Seq, U-Net, VQ-VAE.

Shared definitions for execution and proofs

Shapes, graph semantics, derivatives, approximation, optimization,
floating-point error, robustness, and certificate checking.
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Verification evidence

Evidence

Lean theorem

Executable checker

Runtime test

Conditional theorem

External boundary

Example

Graph lowering;
reverse-mode AD

Graph validation;
certificate replay

Backend parity;
training runs

Native Float32
agreement

CUDA, LibTorch,
Python exporters

What it establishes

A mathematical conclusion under stated
hypotheses.

The artifact satisfies the checked
predicate.

Observed behavior on tested executions.

A conclusion assuming runtime
agreement.

Delegated behavior remains trusted.
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FloatLib

An arbitrary-precision floating-point library in Lean.

Verified floating point in Lean

Search

Overview

cHAPTERS

1 Getting started with FloatLib

02 Representing real numbers i binary

03 Ashort history of floating point

64 Proving floating-point arithmetic correct

05 Executable arithmetic andits proofs

06 The numerical models

07 The mathematics of rounding

68 IEEE binary and decimal formats

09 Low-precision formats for machine learning

10 P3109 formats

21 Posits and the quire

2 Fixed point logarithmic numbers, and
quantization

23 Kemels: arithmetic on words and limb arrays

Choosing an arithmetic backend

Performance and native floats

6 Related work and external validation
souRces

Dependency graph

Reference lst

FloatLib is a Lean 4 library for executable floating point arithmetic with machine-checked proofs of its
numerical behavior.

Robert Joseph George  Will Adkisson Anima Anandkumar
Caltech Washington University in St. Louis Caltech

We built FloatLib so that the floating point code we run s also the code we can prove things about. The x + y ina
program is the same operation covered by the theorem, down to rounding and the meaning of the result bits.

A few highlights we're excited about:

+ Your formats and rounding rules. You can define your own format within the same framework. For binary layouts,
choose the exponent and fraction widths, bias, and encoding policy for zeros, infinities, and NaNs. For a new
representation or rounding rule, our shared interfaces connect your executable operations to their numerical

specification through Lean proofs.

The classical results, connected to code. Correct rounding, half-ulp error bounds, and Sterbenz's lemma for exact
subtraction are part of the rounding theory. We can use them to reason about the arithmetic in a program.

NaNs, infinities, and both zeros have a place in the proofs. The IEEE model keeps their encodings and behavior
explicit, including comparisons and exception flags. A theorem about the complete result word can distinguish things
that equality over the reals cannot.

« Many formats, shared foundations. IEEE binary and decimal, small MI. formats, posits, and P3109 sit alongside
fixed point, logarithmic, codebook, and block-scaled representations. Posits also have exact quire accumulation
within its capacity and real-rounding proofs for roofs, powers, exponentials, and logarithms.

« Speed is a major part of the work. We have put substantial effort into backend kernels: small lookup tables,

machine-word algorithms, and limb arithmetic for wider values. The planner selects an implementation for each

operation, and every certified choice proves agreement with the same specification. Lean erases proof terms when
compiling, so arithmetic does not check its theorem again at runtime [31]. Our goal is to approach MPFR's speed
while keeping that connection to the proofs. The performance chapter shows the measurements from 2 o 4,096 bits

and where the gap remains.

Independent implementations give us another useful check. FloatLib matched Berkeley TestFloat on more than
102 million cases for the IEEE formats and operations we checked. We also compare with MPFR, posit libraries, and
published small-format tables. There are some subtle differences with SoftPosit, which we explain in the posits

chapter: the external validation chapter gives the inputs and results.

arxiv.org/abs/2609.19352

Formats

Binary, decimal, posits, FPS8,
FP6, and FP4.

FloatL.ib

Correctness
Certified operations match their floating-
point specification.

Error bounds*
Rounding analysis and interval enclosures.
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Specifications and backends

Specification

Format, rounding,

exceptional values

= Generic arithmetic provides the reference implementation and fallback.
= Specialized backends use tables, word kernels, or limb arrays.

= The format, operation, and storage determine the backend.

refinement proof

A d

Implementation

Executable Lean code

+ correctness theorem

compile

%

Execution

Native software

with proofs erased
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Specifications and backends

Specification

Format, rounding,

exceptional values

refinement proof

A d

= Generic arithmetic provides the reference implementation and fallback.
= Specialized backends use tables, word kernels, or limb arrays.

= The format, operation, and storage determine the backend.

Ve,y, addegec(T,y) = addspec(:z;,y)*

Implementation

Executable Lean code

+ correctness theorem

compile

%

Execution

Native software

with proofs erased
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Formats and performance

Matched binary formats

lower is faster

Time / operation

10 ms -
100 ps -
1 psH

10 ns -

1 s-
10 ms -
100 ps -

1 ps-

10 ns -

Addition

Division

Shared fixtures and rounding - 64,096 bits

—=— FloatLib binary -+- Extracted Flocq o MPFR
Subtraction Multiplication
Pl ’*_..—"‘ 0_*,4*

8 32 256 4,096 8 32 256 4,096
Encoded width (bits) - logarithmic axes
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Composing error bounds

Each layer propagates input error and adds rounding error.

x —»| Linear2 — 8 > ReLU —»| Linear8 =1 |—> ' ¢
+Po + + P2
€1 €2 €3

Epr1 < Ly ey, + Pk
N~~~ ~—~— N~

next error propagated error local rounding

Requires: a Lipschitz bound on each layer’s input range, valid local rounding bounds, and finite outputs.

Explore rounding
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Composing error bounds

Each layer propagates input error and adds rounding error.

r —» Linear 2 — 8 > RelLU —»| Linear8§ -1 [—» ¢
+Po + o
€1 €9 €3
Ehr1 < Ly ey, + Pk
N —— ~
next error propagated error local rounding

Outward rounding — real result

Round the lower endpoint down
round down

and the upper endpoint up.

L |
round up

Requires: a Lipschitz bound on each layer’s input range, valid local rounding bounds, and finite outputs.

Explore rounding
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My hope for the future

Toward a mathlib for machine learning and scientific computing.

= Formalize models and algorithms from ML papers.
= Train and evaluate them in Lean.

= Prove their properties and bound numerical error.
= Find and fix bugs in ML infrastructure.

= Connect to the growing range of libraries across Lean and beyond.
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Thank you: )

github.com /lean-dojo/TorchLean
github.com /lean-dojo/FloatLib
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